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ABSTRACT
DMDX isaWindows-based program designed primarily for language processing
experiments. It uses the features of Pentium class CPUs and the library routines provided
in DirectX to provide accurate timing and synchronization of visual and audio output. A
brief overview of the design of the program is provided, together with the results of tests
of the accuracy of timing. The website for downloading the software is given, but the

source code is not available.
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DMDX isaWin32 program designed to precisely time the presentation of text,
audio, graphical and video material, and to enable the measurement of reaction timesto
these displays with millisecond accuracy. It represents an extension of a suite of DOS-
based programs known as DMASTR, developed and tested at Monash University in
Australiaover aperiod of fifteen years, starting in 1975 by ateam including the first
author, Rod Dickinson, Wayne Murray, and Mike Durham. Graphics and sound
capabilities were added in 1989 by Jonathan Forster, and the extension to a Windows 9x
platform was carried out by Jonathan Forster at the University of Arizonain 1997.

The purpose of the present articleis (a) to inform the research community about
the existence of the software, and its capabilities, (b) to provide a non-technical
explanation of how the software works, and (c) to answer the skepticism expressed in
some quarters about the possibility of using the Windows operating system in areal-time
environment (e.g., see Myors, 1999).

First, abrief historical note. The DMASTR suite was originally developed by the
first author in 1975 for a PDP-11 computer running under RT-11. It waswrittenin
assembler code (MACRO) and was an interrupt-driven program which synchronized the
activity of the display program with the position of the raster in the display monitor,
thereby enabling accurate measurement of the time interval between when the display
actually appeared, and when the subject responded to that display. The RT-11 operating
system gave the programmer total control over all operations of the computer, so that the
programmer knew precisely when each display event occurred, and when each response

was made by the subject. With the advent of far cheaper IBM-compatible PCs, the
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switch was made in 1983 to a DOS-based program (DM) written in C with no loss of
control over timing. Thisversion of DMASTR was still purely text-based. 1n 1989, the
second author extended the system to include graphical displays and sound using the
Borland Turbographics C library. However, this program (DMTG) was restricted to a
particular graphics format (not widely supported), a particular speech editing system
(BLISS, developed by J.Mertus at Brown University), and as a consequence, it was also
limited to a narrow range of sound cards for which BLISS drivers had been written.

As Maclnnes and Taylor (2001) point out, attempting to stay with DOS means
that researchers are restricted to outdated hardware and software, a problem that becomes
more acute with each passing year. As the supply of sound cards suitable for DMTG
began to dwindle (suppliers going out of business, or completely changing the design of
the card), it became clear that any new application having alife span of more than a year
or two would have to be based on the de facto Windows standard. Theideawasthat if a
piece of hardware worked with Windows, it would also work with DMASTR. In that
way, we could keep abreast of new technology without having to write new device
driversfor every new piece of hardware to come on the market. That was the goal that
drove the development of DMDX. In addition, there was the obvious benefit of greatly
enhanced graphics. Further, the fact that DMDX was a Windows program meant that it
used accepted formats for fonts, image files, and sound files, which in turn gave the user
awide range of support tools.

DMDX isahybrid name. The DM in the name indicates its lineage as part of the
DMASTR system. The DX refersto DirectX, aset of DLLs (dynamic link library

routines) that gives the Windows programmer access to the actual hardware -- a
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development driven largely by the need to provide a fast-action, dynamic gaming
experience. When DMDX requires something to be displayed, it issues a command to
DirectX, not Windows,

DMDX runs on Win 32 machines only (this rules out Windows 3.1), and DirectX
should be available as part of the system. llBetails of the earlier DOS programs (DM and
DMTG) and the current version of DMDX can be found at the DMASTR website:
http://www.u.arizona.edu/~kfor ster/dmastr/dmastr.htm. Documentation for DirectX can

be obtained by downloading the DirectX Development Kit from

http://m\jvw.microsoft.convdirectx’download.asp. However, users of DMDX do not

require an understanding of DirectX.

Timing Problems with a Multi-tasking Operating System.

The problem with asking Windows to do something at a specified timeis that
Windows is a multi-tasking environment. There may be other applications running that
have a higher priority, and hence the operating system will not always carry out an
operation whenever it isrequested. Even if there are no other applications running
(something that we insist on for accurate timing in DM DX), the Windows kernel may
still interrupt the execution of DMDX to determine whether any other task needs to be
serviced. These tasks may include things like networking, disk maintenance, etc. Also,
DMDX consists of a number of sub-programs (“threads’) that carry out different tasks.
One thread may be involved in loading display materia into the video RAM, another
may be involved in playing a sound file, while a third is monitoring the position of the

raster on the video monitor. All of these processes may be operating at the same time.
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The most obvious situation where this presents a problem isin the
synchronization of the display routines with the video raster. Thisiscritical for accurate
measurement of reaction time (RT), since the software can only measure the RT from the
time that the appropriate page in the video RAM is activated, not when the information in
that page actually becomes visible on the monitor screen. If new material isloaded into a
page regardless of the position of the raster, then it is possible that this material will not
be displayed until the next refresh cycle. To achieve the required synchronization, the
register that indicates the status of the raster has to be monitored constantly. The signal
indicating that a refresh cycle has been completed is very brief, and is easily missed if the
program diverts its attention from this task, even momentarily. To avoid this, it would be
necessary to constantly monitor the raster position, which would require a very tight loop,
so tight that the program would be unable to carry out any other function. Even so, the
Windows kernel regularly interrupts the current application for a period longer than the
refresh signal, so it isinevitable that some refresh signals will be missed. To get around
this problem, DMDX is provided with information about the refresh cycle time by a sister
program, TimeDX. This program times the refresh cycle and stores the value in the
registry, so that DMDX can later retrieve thisinformation. If, for example, the refresh
cycleis specified as 16.666 ms, then DMDX knows that it can ignore the raster position
if the time since the last refresh cycleisless than, say, 13 ms. So the thread that is
responsible for detecting the retrace signal can be put to sleep for 13 ms (allowing other
threads to operate), but once 13 ms has elapsed since the last refresh, the retrace thread

wakes up, and resumes the task of constant monitoring until the refresh signal is detected.
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But aproblem arises if some other process with a higher priority than the retrace
thread is required during this critical phase. If such an interrupt disables the thread just as
the refresh signal is about to occur, then the refresh signal will be missed. Thiswould
mean that DM DX would lose track of 16.6 ms of display time, and the current stimulus
would be displayed for at least one extrarefresh cycle. For many applications, this might
not matter very much, but for time-critical procedures such as priming paradigms with
very short prime durations, this error might be intolerable. Of course, the problem could
be much worse, since if the probability of missing arefresh signa is reasonably high,
then DMDX could lose track of multiple refresh cycles.

The second situation in which atiming problem could arise is when the subject
makes aresponse. DMDX polls the state of the input devices every millisecond, and if a
response isindicated, the timeisrecorded. If the thread that is responsible for carrying
out this task is momentarily pre-empted, the time will not be read until that thread regains

control, and the reaction time will be overestimated.

Solutions to the Timing Problems.

Display timing errors. The solution to the problem of timing the display is
provided by the High-Performance Timer, a piece of hardware on all Pentium-class
mother boards. This device keeps track of elapsed time down to sub-microsecond
accuracy (1.19 MHz), and operates autonomously, regardless of what application is
currently running. If DMDX failsto detect arefresh signal, DMDX will discover the

error when it notes that, according to the high-performance timer, more than 16.666 ms
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(or whatever the refresh rate actually is) has elapsed since the last refresh. DMDX then
simply assumes that a refresh must have occurred, and adjusts its counter accordingly.

This process could be repeated indefinitely. For example, if DMDX has been told
that the display must be changed after 200 ticks (atick is the time taken for one refresh
cycle), it could theoretically ignore the raster for 199 ticks, using the high performance
timer to keep track of the elapsed time. However, since the clock speed for the timer and
the raster might differ dlightly, aslight drift could occur over such along time period. To
avoid this problem, DMDX re-synchronizes itself with the raster whenever possible,
reducing drift to negligible amounts.

This procedure copes with all errors except one, and that is when an error occurs
on the final refresh cycle. For example, suppose that atarget word isto be displayed for
three ticks, but on the third cycle the refresh signal ismissed. This means that the display
of this stimulus will not be terminated until the next refresh cycle, which means that the
duration of the stimulus will be onetick longer than it should have been.

There is no way to recover from such an error. However, in our experience, itis
extremely unlikely, given adequate video card drivers. Thereasonisthat DMDX queues
display buffers (up to 24 frames), so that the material for the next frame is already |oaded
into the appropriate video page. All that is needed for correct operation is that a request
to switch to the next video page be issued at any point during the current refresh cycle.
The switch then takes place automatically when the refresh cycle is completed. In order
for an error of thistype to occur, the display thread would have to be pre-empted for an

entire refresh cycle. Given areasonably fast CPU, thisis not going to happen very often.
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On the fairly slow test machines used in our laboratory (166 MHz Pentium MM XSs), the
probability of such an error appearsto be very small.

The probability of an error occurring can be determined by running the tests
provided in TimeDX. However, knowing that adisplay timing error islikely to berareis
reassuring, but one might still want to know whether an error occurred during an actua
experiment, and more importantly, when it occurred. Thisinformation is provided to the
user in the output file. If agiven frameisdisplayed later than it should have been, the
item number of the trial, and the frame number are indicated, along with the size of the
error. So even if errors do occur, the user can discard the data from those trials. In our
experience, such errors are extremely rare when DMDX is run as the only application.
We have scanned the output from our laboratory machines for more than 100,000 time-
critical trialsinvolving masked priming (where the precise duration of the primeis
absolutely critical), and have found only two examples where a frame was displayed
longer than scheduled. In one case, the error was in anon-critical frame, and in the other,
the critical frame was displayed for one tick longer than specified. However, on an office
desktop with multiple applications loaded (e.g., anti-virus software, alarms, calendars,
backups, email, etc.), display errors can be quite common.

The major cause of display errors appears to be the quality of the video drivers
supplied with the graphics card, rather than the CPU speed. Very often, display errors
can be corrected ssmply by downloading the latest drivers. However, with a moderately

fast CPU (500 MHz), one can virtually guarantee error-free displays.
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Response timing errors. As mentioned above, measurements of RT may be
subject to similar problems. The nature of the problem will depend on the input device.
DMDX supportsaparadlel 1/0 card (PIO12), a joystick or gamepad (connected viathe
game port or a USB port), amouse, a keyboard or any other input device that has DirectX
drivers.

DMDX pollsthe status of the PIO12 and the joystick every millisecond, but this
operation depends on the multi-mediatimer call-back originating from the Windows
kernel. DMDX requests the kernel to call it every millisecond, but in actua fact, the
interval between successive call-backs varies, depending on what other tasks the kernel

H

was attending to.” So if the call-back immediately following the occurrence of the
response is delayed, the RT will be overestimated. The severity of thiserror can be
estimated by using the test routines provided in TimeDX (see below).

For the mouse and keyboard input, the nature of the problem is slightly different.
The occurrence of mouse clicks and key pressesis signaled to DMDX by DirectX , and
hence is subject to the variation that introduces.

The only real solution to this problem would be to install independent hardware
capable of detecting when a stimulus appears on the display screen, and measuring
accurately the time until aresponse occurs. Such a system has in fact been used by
McKinney, MacCormac and Welsh-Bohmer (1999). However, this requires the user to
purchase additional hardware for each experimental station, and the cost-benefit ratio of

this solution might be high. For example, an average error of £1.5 ms can probably be

safely ignored in most RT experiments.
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How DMDX operates with DirectX.

Theinput to DMDX isan .rtf file (rich text file), generated by applications such
as Word, or WordPad. Thisisreferred to as the item file or script, and specifieswhat is to
be displayed, and how it isto be displayed (see examples below). Thefirst line of thisfile
(termed the Parameter line) specifies such things as which input devices are to be used,
the video display mode to be used, the default exposure time for aframe, etc.

Preliminary pre-processing. Initially, DMDX parses the item file taking note of
all RTF control codes. Next, if theitem file calls for scrambling of items, the scrambling
routines produce another file which contains a pseudo-random item sequence. Following
these preliminary operations, the various processes that make up DMDX proper are
begun. First DirectX isinstructed to switch the screen to whatever display mode has
been requested in the item file. That mode must have been set up with TimeDX
beforehand, since DMDX reads the value of the refresh rate from the registry that
TimeDX putsthere. It also requests that as many screen buffers as can be contained in
video memory be created. These are called DirectDraw Surfaces. Beside the primary
surface that is aways displayed, there can be alarge number of “back” surfaces that
DMDX usesfor buffering (up to 24 on an 8M video card at 640x480 8 bits per pixel).
Following this, the millisecond callback from the Windows kernel isinitiated. Next, a
thread is created to keep track of the retrace. A thread is another task running in parallel
with the origina program (itself just another thread). The retrace thread spends most of
the time sleeping (i.e., alowing other threads to execute). Once each retrace period it
wakes up and waits for a number of milliseconds until it either finds the retrace or it

decides that it has missed it, in either event counters are updated and DMDX then
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decides what should happen next. Asindicated earlier, in most cases, missing aretraceis
not a problem, so aslong as DM DX gets control back before the next retrace.

A thread is also created for each input device specified in the item file (the default
being the keyboard). Threads for keyboards and mice and any other interrupt driven
devices simply wait for input data, whereas all other polled devices have threads that are
woken up periodically by the millisecond callback to check if akey is being pressed.
Another thread can exist to handle requests to play sound files, however this thread is not
created until DM DX finds arequest to play a sound. At that time the sound system as a
whole isinitiated and the sound thread created, which can take quite a number of
milliseconds. If DMDX is going to be used primarily to present audio stimuli the priority
of the audio thread can be increased by the user.

Per-item processing. Anitem is presented when the subject requestsiit, either by
pressing akey, or pressing a footpedal, etc. Prior to the request for an item, DMDX
performs al disk related tasks. The experimenter can specify the delay between the
request and the first frame, but care must be taken to ensure that sufficient timeis
allowed for these tasks to be completed (DM DX provides an output indicating the time
taken to prepare items). Disk related tasks include writing diagnostics to disk, writing
result files to disk, reading the item to be displayed (although thisislikely to have been
buffered in memory, as DMDX uses file mapping), and reading the bitmaps and sound
files used in the item and storing them in the appropriate buffers. If a sound fileis used
for the first time thisis when the sound system is initiated.

Once the request has been received, DMDX prepares each individual framein a

separate DirectDraw surface (stored in main memory, rather than screen memory). It
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then ascertains which screen surface that frame will be displayed in, and what
information needs to be preserved or erased from the previous display. Having done that
it creates asurface just big enough to contain the region that will change on the screen
surface and copies the corresponding region of the memory surface to this new temporary
surface. Once everything is drawn, DMDX schedules the frames for display and adds
them to the display queue. This consists of a queue of frames, along with the time at
which they must be displayed.

Per-frame processing. DMDX's main thread watches the display queue to seeif
any of the screen surfaces become empty (or are already empty at the item's
commencement) and moves the display queue surfaces onto the screen surfaces one
segment at atime, in order to avoid locking out all other threads for a substantial period
of time. When avideo retrace is detected, the retrace thread examines the display queue
to determine whether the next screen surface should be activated (“flipped”), when
sounds should be commenced, when output bytes should be output, when the timing of
the response should begin, and so forth. The timing of these requestsis calculated ahead
of time and is stored on another queue which is examined by the millisecond callback
thread. The operations controlled in this way include initiation of a sound sequence,
output of information to a parallel 1/0 card, polling of input devices, calculation of RTS,

etc.

Accuracy of Timing
In order to determine just how serious the timing errors might be, we have

extensively tested the accuracy of DMDX with various input devices, and these data are
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reported in the next sections. Readers can judge for themselves whether the accuracy is
sufficiently high to meet their needs.

Video synchronization. It is one thing to be told that DM DX is synchronized with
the video raster, but another to be able to see that itis. Users can easily verify thisfor
themselves by constructing a series of frames, each consisting of a column of Xs
displayed one column to the right of the preceding frame. Each frameis displayed for
some brief interval. If thereis no synchronization, then occasionally the display will be
incomplete. For example, the first two columns might be complete, but only the first half
of the third column is displayed, and the rest of the display is blank. With repeated
viewing of the same sequence, it is not difficult to determine whether each column gets
displayed. With perfect synchronization, this should always be the case.

Accuracy of Refresh Rate Timing. TimeDX provides such atest. The test swaps
the contents of the video page, so that the display alternates between ared background
and a blue background. The swap is made regardless of the position of the raster (some
versions of DirectX, and some video card drivers do not permit such an operation). The
timing of these swaps is controlled by the high-performance timer, the interval between
the swaps being exactly half the retrace interval (i.e., at arate twice that of the refresh
rate). If TimeDX isusing the correct value for the refresh rate, then there will be perfect
synchronization between the time at which the swap occurred and the position of the
raster. Thedisplay will consist of two segments -- the top segment would be red, and the
bottom would be blue, and the border between them would be stationary, with the
exception of afew flickersas TimeDX gets preempted by other processes. |If the buffers

are swapped at adightly faster rate than the refresh rate, the border will scroll slowly up
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the screen; if the buffers are swapped at a slower rate, the border will scroll down the
screen. If the border is scrolling slowly, the user can adjust the swap rate until the border
becomes stationary. This gives a new, more accurate measure of the refresh rate, which
can then be stored in the registry.

Accuracy of Display Timing. In language processing tasks such as RSVP
(Forster, 1970), a sentence is displayed one word at atime at arapid rate. If DMDX
cannot move the display queue surfaces onto the screen surfaces rapidly enough, a
display error occurs, and one or more of the frames will be displayed for alonger period
of time than specified (most likely, for one screen refresh), which would distort
performance on that item. To assess DMDX’s performance under these conditions, we
selected an older Pentium (166 MHz) with 64 MB of RAM.and a4 MB S3 Virge video
card, running under Windows 98. A phototransistor was placed at the top left corner of
the screen. A 10-word sequence was then displayed in white letters on a black
background at the middle of the screen, each word being displayed for 2 refresh cycles
(for this setup, 27.46 ms). The video mode was 640x480 with 8 bpp (bits per pixel). As
the first word was displayed, the RT clock was turned on. At the conclusion of the
sequence, a white mask was briefly displayed, which activated the phototransistor, which
in turn triggered a response to the display, using the parallel 1/0 interface. If there were
no display errors, and each frame was displayed for exactly the number of refresh cycles
specified by the item script, and the determination of the refresh cycle time by TimeDX
was accurate, and the calculation of the RT functioned perfectly, then the observed RT
should be 10 x 27.46 = 274.6 ms, plus the time required for the phototransistor to trigger

aresponse. If adisplay error occurred, and aframe was displayed for 3 refresh cycles
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rather than 2, then the RT would be longer by afactor of 13.73 ms (one refresh cycle). If
more than one display error occurred, then the RT would be increased still further.
However, over 100 tests, no display errors were reported by DMDX. The mean RT was
278.56 mswith a D of 0.53 ms (the range being 277.1 - 279.4 ms). This amounts to an
error of lessthan 4 ms, most of which is due to the time taken for the phototransistor to
stop the clock, with the remainder being due to an error in registering precisely when the
response occurred (see next section). Given the fairly demanding nature of the RSVP
display requirements, this performance seems entirely adequate.

In the previous test, the video mode allowed DMDX to use 12 buffers, which
means that entire sequence could be assembled and buffered prior to the display.
Switching to a 640x480 display with 16 bpp instead of 8 bpp (double the memory
requirements) restricted DM DX to only 5 buffers Qmeani ng that the entire sequence
could not be assembled in advance. However, under these conditions, once again no
critical display errors were reported, and performance was virtually unchanged, with a
mean RT of 278.99 mswith a SD of 0.53 ms.

Response timing. Errorsin response timing can arise from several sources, such
as the physical properties of the input device itself (e.g., switch closure time), or the
nature of the interface (e.qg., serial vs. paralel input). Asfar asthe softwareis
concerned, the main source of error isadelay in the millisecond callback from the
Windows kernel. If the hardware has registered that a response has occurred, but the
millisecond callback to DMDX has been delayed, the time at which the response
occurred will be recorded incorrectly. To test the accuracy of response timing, we

H

constructed test hardware that produced a el ectronic switch closure “every 524.3ms (a
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2.000MHz crystal divided by 2 to the 20th power). Thisinterval was chosen to
approximate the length of the average lexical decision time, which isthe most commonly
used task in our laboratory. One useful feature of DM DX isthat it includes a number of
different modes of operation, designed to assist the user in evaluating the performance of
their own installation. One of these test modes (test mode 8) simply records the time
between successive response signals.

The machine tested was an AMD-K6 300 with a Riva 128 4M video card and
64MB of RAM, running under Windows 98. Table 1 shows the frequency distributions of
timed inter-response intervals obtained with various input devices under different
conditions, using Test Mode 8. Thefirst four testslisted in Table 1 were carried out with
the recommended input device, namely a parallel 1/0 card (a MetraByte PIO12).

In every case, the mean inter-response time was 524.3 ms. However, thisis
misleading, since any delayed call-back isissued as soon as the kernel regains control.
So, if one call-back is delayed by 1.5 ms, the inter-response time will be overestimated by
1.5 ms, but the next will be underestimated by exactly the same amount. The more
important values are the standard deviations. For the PIO12 input device tested without
any simultaneous activity, the SD was 0.84 ms. In practical terms, this means that the
measurement error was less than 1 ms on 75% of the trials, and on the remainder was
never greater than 2 ms. These figures were obtained using Version 1 of DMDX. A
similar test carried out on the improved Version 2 of DMDX, using a Celeron 400 multi-
monitor system with aRiva TNT 16M primary display (for the experimenter) and an S3

Virge GX 4M secondary display (for the subject), produced an SD of 0.77 ms. Neither of
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the machines used for these tests had a CPU speed (300 and 400 MHz) that could be
described as fast by today’ s standards.

Other tests were carried out under more stringent conditions. Table 1 showsthe
results when the same test was carried out while DMDX was playing a 11025 KHz 16 bit
wave file lasting approximately 3 secs. The D in this situation was 0.87 ms, virtually
the same as without the sound file. Thisindicates that the demands imposed by playing a
sound file have very little impact on accuracy of response timing.

A more stringent test was to measure accuracy under unusually severe conditions.
Normally, tachistoscopic experimentsinvolve abrief display of asingle image, followed
by some type of mask, and then nothing. A more demanding situation is one in which an
extended series of images must be displayed in rapid succession, e.g., adifferent display
every 100 ms. Thistest produced an increase in the variability (SD = 1.01 ms).
However, the maximum error never exceeded 3 ms.

Since the machines running DMDX are likely to be connected to alocal Ethernet
network, one might ask whether the amount of traffic on the network islikely to interfere
with the measurement of RTs. Thiswastested with an ISA 3Com Etherlink 111 card by
transferring a 500 M B file between two other computers over the network, producing a
constant 5Mbps load while the timing test was carried out. There was again no detectable

effect (3D = 0.86 ms). It should be noted that 5Mbps is an extreme amount of traffic.
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Other input devices were also tested. For example, a Microsoft Serial Mouse
2.0A (with the ball removed) produced an SD of only 0.55 ms. The keyboard proved to
be far more variable, with the SD jumping to 5.15 ms. The maximum error was a huge
16 ms, but this occurred only once out of 571 trials. However, it should be noted that
this variability has nothing to do with the software or the operating system, but depends
on the circuitry involved in the particular keyboard. Some keyboards poll the keys at a
faster rate than others, and may well produce better results. Hence the results listed here
must be treated asillustrative only.

Measuring variability in absolute response times. Another method of testing
involved triggering a MetraByte PIO12 input card with a phototransistor focused on the
monitor display. In thistest, the response occursimmediately after the stimulus becomes
visible (to the phototransistor). Any variation in the observed latency must therefore
reflect variation in the call-back routines from the Windows kernel. Over 100 trials, this
procedure produced a standard deviation of 0.29ms. This means that 95% of the
observations fell within an interval of 1.16 ms, which is almost exactly millisecond
accuracy.

The S gives ameasure of variability, but says nothing about the constant error.
Does DMDX overestimate the true RT, and if so by how much? There are two points to
make here. First, the absolute RT israrely the object of interest. Usually, we are
interested in differences across conditions, and in this case, the constant error is
irrelevant. Second, it isdifficult to get a measure of the “true” RT, i.e,, onethat is
independent of the physical equipment used to measureit. For example, we can focus a

photocell on the screen (asin the previous example) which firesa 12V solenoid as soon
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asthe display is detected, which in turn depresses a switch of some kind. Ideally, the
observed RT would be close to zero. However, with the solenoid depressing a PIO12
microswitch, the range of RTs ranged from 18-20 ms. But without knowing how long it
takes the photocell or the solenoid to respond, or how long it takes for the key to be
pushed it’sfull travel distance, we cannot really interpret thisfigure. All we know is that
the constant error cannot be larger than thisfigure, but is likely to be very much smaller.
However, we can at least rank input devices according to the size of thiserror. The
values obtained are shown in Table 2.

The clear indication from the datain Table 2 is that one needs to be very careful
about using a keyboard, since the variability obviously varies considerably from one
device to another. On the other hand, the data for the particular MS Serial mouse that we
tested is surprisingly good. Although it might overestimate RTs, the variability is quite
small, and does not vary as a function of whether the ball is removed or not. However, it
should be stressed that this may be true of only this particular mouse. There may be
considerable variation in performance across different manufacturers, or even within a
given model. Finally, by far the best performance is produced by the PIO card, athough

aconventional joystick or gamepad comes very close.

Variation in Call-back Latencies across Operating Systems. As mentioned
earlier, one source of error in response timing is the fact that the Windows kernel does

not always activate DMDX every millisecond. TimeDX provides a quick method of
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measuring variation in the call-back latency. Thisis not a perfect indicator of the SD
while DMDX is executing, since TimeDX is not playing audio files, or polling input
devices, or keeping track of the position of the raster, although it isinvolved in fairly
intensive screen output. Neverthelessit provides arelative measure that is suitable for
comparing different CPUs, and different operating systems. Under Windows 98, the test
machines used to generate the datain Table 1 produced a call-back SD of 0.29 ms. Under
Windows 2000, this variability was reduced to only 0.07 ms. Under Windows ME and
XP, the D was .08 ms. It isworth noting that initially, the disadvantage of Windows
2000 and XP was that the PIO card could not be used as an input device (or as an output
device), because no driversfor this device were available. However, thisis no longer the
case.

Conclusion. Considering the amount of variation in the time required for even
simple cognitive operations, where SDs for agiven individual in excess of 100 ms are not
uncommon, it appears that the amount of noise introduced by timing errorsin DMDX are
relatively minor. However, it must be stressed that the figures reported in Tables 1 and 2
arevalid only for the particular configurations used in our laboratory. Faster CPUs and

more efficient graphics cards will reduce the variability still further.

Why is a Win32 system thought to be inadequate?

If timing problems are so effectively coped with, one might ask why
commentators such as Myors (1999) assert that Windows is totally inadequate for precise
timing. For example, Myors used the keyboard autorepeat as asignal generator rather

than an external response device as we have, and ran a program written to time the
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interval between received keystrokes. When this program was running in a DOS window
under Windows 95, it was incapable of detecting the video retrace, and yielded a
distribution of times with a D of 16.0 ms, whereas the same program runningin MS-
DOS mode (when Windows is not active) produced a SD of only 0.06 ms. Clearly,
Myors' test yields an unacceptably high SD for the Windows test, whereas our tests do
not 1

Why should there be such adifference? The answer isthat the example Myors
usesisaprogram written for DOS. He finds that thisis far more accurate when it isrun
under DOS compared with Windows. What it should have been compared withisa
comparable program written for Windows. DMDX is a program written specifically to
take advantage of the functionality offered by Win32, whereas Myors' program ignores

it.

The Capabilities of DMDX.

System Requirements. To run at all, DMDX requires a Pentium PC running
Windows 95, 98, 98SE, ME, XP, or Windows 2000, with at least DirectX 5 installed,
with DirectX 7 providing some enhanced timing (DirectX versions beyond 3 are not
permitted with Windows NT). A CPU speed of 500 MHz isideal, but not essential, since
the lab machines at the University of Arizona run perfectly well at 166 MHz. Torun
effectively, 64 MB of RAM are sufficient, with a4 MB video card and a sound card. It
should be noted that a paralel 1/0 card can now be used with Windows 2000 or XP,
which is essential for the coordination of the operation of DMDX with external devices

such asfMRI scanners, etc.
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Operating Modes. DMDX runsin severa different modes. The standard modeis
asimple reaction time situation, in which the subject makes a binary classification of the
input. There are three inputs -- a positive response, a negative response, and a request.
The request initiates a new trial, and is used for self-paced experiments. These inputs can
be interfaced with aparallel 1/0 card, a mouse, a game pad (or joystick), or the keyboard
(with the concomitant cost to RT accuracy).

In addition, there is a mode in which the subject can make multiple responses
over time. DMDX records the nature of each response, and the time at which it occurred.
This mode is normally used with keyboard input, which makes it possible to record
ratings, or typed responses. Typed responses can be echoed to the display screen.

If aparalel I/O card isinstalled, DMDX can also be programmed to output
signalsto control external devices, or to provide timing signals.

DMDX supports a Dual Monitor Display mode, in which the experimenter. views
a separate display from the subject . Single monitor mode is also supported. In addition,
itispossible to track the course of an experiment from aremote location, since DMDX
can be programmed to send information about each trial as it occurs to a user-specified

internet address.

DMDX aso provides adigital VOX mode, designed for recording vocal onset
latencies. This eliminates the need for an external device. Users can specify the threshold
intensity required to trigger the VOX, and have the option of obtaining awav file output

for each trial, indicating the point at which the VOX was triggered, so that after the
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testing session, the experimenter can review the appropriateness of the trigger point, and
adjust the measured RT accordingly.

Types of Display. DMDX supports standard Windows graphics, which includes
Windows fonts, .omp and .jpg files. Sound files (.wav files) can be played
simultaneously with graphical displays, allowing for cross-modal experiments.
Considerable effort has gone into the procedure for synchronizing visual probes with
audio files. Support for the display of digital video files (.mpg, .mov or .avi) isaso
provided. Users can measure RTsto critical frames within these files, although the timing
here is more subject to variability.

Experimental Scripts. The experiment is controlled by a script written in rich text
format (.rtf) using Microsoft Word or WordPad. The first line of the script sets a number
of parameters, such as the default frame duration, whether the items are self-paced, how
the order of the items should be scrambled, etc. Then follow the specifications for each
item A typical itemin alexical decision experiment testing for semantic priming might

look like this;

+001 "+" %70/ "doctor" %35/* "NURSE" %70/ ;

The plus sign at the beginning of the item indicates that the correct responseis a positive
(Yes) response (i.e., the target "NURSE" isaword). Everything between quotation
marks is displayed on the screen, by default centered both vertically and horizontally.
The display sequence is divided into a series of frames, and the "/" symbol functions as a

frame delimiter. In this example, when arequest for adisplay is received, the first frame
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displaying afixation point ("+") is presented. The duration of this frame is determined by
the frame timer "%70", which specifies that the next frame onset should be delayed by 70
video ticks. For amonitor refreshing at 70 hz, thiswould be 1000 ms. The next frame
presents the word "doctor" for 35 ticks, and thisis then followed by the frame presenting
the target "NURSE". Simultaneous with this frame onset, the reaction time clock is
turned on (indicated by the symbol "*"). After 70 ticks, thisframeis replaced by a blank
frame. The end of the item is signaled by the symbol ";".

The expression "%70" is one example of a"switch", asisthe clock-on symbol
"*"_ There are over 170 switches that can be embedded in aframe, each of which
controls some aspect of the display. For example, the switch "!" means that the current
frame does not replace the previous frame, but is superimposed on it. Many of these
switches are indicated by a single symbol (these guarantee compatibility with scripts
written for the older DOS programs), others are enclosed in angle brackets. For example,
the switch <line 1> means that the text should be displayed one line below the default
display line (the center of the screen). The switch <nfb> specifies that there should be no
feedback (the default condition is that after each response, a message is displayed
informing the subject of the correctness of the response, and the reaction time). If the
material to be displayed is a graphicsfile, the switch <gr> is specified, and the material in
guotation marks becomes the name of the file to be displayed. Switchesin the form of x-
y coordinates are provided to position either text or graphics at any location on the screen.

Counters are provided, so that things such as the number of errors, or the total
number of trials completed can be tracked, and integer arithmetic is provided, enabling

the calculation of the mean RT, or the current error rate. Conditional branching is
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possible, so that the item sequence can be controlled by things such as the subject's
response to a question, or by the contents of a counter. Provision is aso made for various
methods of scrambling the order of itemsindividually for each testing session.

The general aim has been to provide a scripting system that specifiesrelatively
low-level operationsin order to maximize generality. For some unusual applications, this
sometimes leads to afairly cumbersome script, with a specia set of switches needing to
beincluded in every item. Thisiseasily coped with using find and replace commandsin
Word, although the resulting script may be difficult to read. One example of such an
application involves the ability of DMDX to present selected items a second time if they
elicited an error the first time. The method involves defining a counter for each item as it

is presented, and then incrementing it if the response was correct:

+100 <set c¢100 = 0> "HOUSE" * < IncrenentlfCorrect 100>

-101 <set c101

0> "FLIDGE" * < IncrenentlfCorrect 100>;

This creates a counter labeled "100" and setsit to zero. The value of this counter is
incremented if the current response (i.e., the response to the item “HOUSE”) is correct .
Subsequently, every item is scheduled for display again, but preceded by an instruction to

branch if the appropriate counter had a positive value:
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<Ski pDi spl ay> 0 <Branchlf 0, c100 .gt. 0>;
+1001 "HOUSE" *;
<Ski pDi spl ay> 0 <Branchlf 0, c101 .gt. 0>;
-1011 “FLIDGE" *;

etc.

Thisfirst statement causes a branch to the next item numbered "0" if counter 100 is
positive (i.e., the next branch statement). Otherwise control passesto item 1001, where
"HOUSE" is presented again with a different item number. The <SkipDisplay> switch at
the beginning of each branch statement informs DMDX that this item does not involve
any display, and no response is expected from the subject.

Construction of scripts such as thisis made easier using a spreadsheet such as
Excel. Using afunction such as CONCATENATE, the above commands can be
automatically generated from just the item number and the test item itself. An example
of an Excel scripting fileis available as part of a package of useful DMDX utilities from
the DMDX download site.

In addition, we have compiled a set of example scripts for standard experimental
paradigms such as lexical decision, naming, self-paced reading, picture naming, word
identification, masked priming, fMRI scanning, etc. This also can be accessed from the
DMDX homepage.

An online manual for the construction of scripts for the DOS-based DMTG
system can be found at the following address:

http: //www.u.arizona.edu/~kfor ster/dmastr/dm_man0.htm.
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Since DMDX is an extension of DM TG, many of the basic features of the DMDX scripts
are outlined here. Tutorials on the use of DMDX can also be found on the DMDX
homepage.

User Assistance. On-line help filesfor DMDX and TimeDX areincluded in the

download package, and these can also be accessed via the web at

http: //psyl.psych.arizona.edu/~jfor ster/dmadx/hel p/dmdxhdmdx.htm gnd

http://psyl.psych.arizona.edu/~jfor ster/dmdx/hel p/timedxhtimedxhel p.htm. In addition,

thereisaDMDX user list serv where users can post queries. Currently, there are about
150 users located in countries such as Australia, U.K., U.S.A., Isragl, France, Spain,

Germany, China, Taiwan, Japan, and Kazakhstan.

How to Obtain DMDX.
The complete DMDX package can be downloaded from the home page for
DMDX, which can be accessed by following the links from the DMASTR web site:

http://www.u.arizona.edu/~kfor ster/dmastr/dmastr.htm. This package includes the

program TimeDX, which is an essential partner for DM DX, and which must be run to
select the desired screen resolution and to time the refresh rate. Also included are

examples of scripts that execute various tasks.


http://psy1.psych.arizona.edu/~jforster/dmdx/help/dmdxhdmdx.htm
http://psy1.psych.arizona.edu/~jforster/dmdx/help/timedxhtimedxhelp.htm
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FOOTNOTES

1. On some early Windows 95 systems, DirectX was not included. DirectX can be
downloaded from the DMASTR site or from Microsoft.

2. Actualy, on some machines there are always 998 call-backs per second, but they do
not arrive at equal intervals of time.

3. Thislimit depends on the memory of the video card.

4. Myors (1999) used asimilar procedure involving the autorepeat function of the
keyboard. Thisisnot possible with DirectX, since autorepeat codes are filtered out.

5. The SD that Myors obtains for the DOS test is nevertheless well below the value of
0.84 reported for DMDX in Table 1. Thisis perhaps not surprising, since Myors
program was extremely simple, and was designed to do nothing other than time the video
retrace, or the interval between keystrokes (but not both at the same time). In contrast,
DMDX was tested while it was carrying out both of these tasks simultaneously, and in
addition, accessing the hard drive, and assembling the material to be displayed, not to
mention monitoring network traffic. It should also be noted that more recent tests
running DMDX under Windows ME or XP on newer hardware produce SDsthat are very

closeto Myors' DOS values.
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Table 1.
Frequency distributions of inter-response times (ms) for DMDX operating with different

input devices under varying load conditions (running on an AMD-K6 300 MHz machine

under Windows 98).
Input device Observed time interval (ms) N D
508-
921 522 523 524 525 526 527 530
PIO12 (no load) 0 0 87 200 239 46 O 0 572 0.84
PIO12 with sound 0 2 90 193 227 50 O 0 562 0.87

PIO12 with graphics 0 12 81 170 180 59 7 0 509 1.01
load (30x250x8 bpp)

P1012 with network 0 0 92 196 230 53 O 0 571 0.86
load

Mouse (no load) 0 0 3 334 222 12 O 0 571 0.55

Keyboard (no load) 89 0 7 1 0 152 321 1 571 515
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Table2

Minimum and maximum response times with different input devices.

Device Response Times Comment
PIO12 microswitch 18-20 ms Baseline (involves
smallest amount of
travel)
PIO12 KB switch 31-33ms Longer values due
extra 6 mm of travel
Generic Joystick 28-31 ms Polled at the default
(also gamepad) rate (every 3 ms)
MS Seria Mouse 44-50 ms
(without ball)
MS Seria Mouse 46-52 ms
(with ball)
Old AT Keyboard 40-47 ms Note variation across
different keyboards
OmniKey 102 KB 33-40ms
Cheap Win95 KB 33-69ms

33
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! On some early Windows 95 systems, DirectX was not included. DirectX can be downloaded from the
DMASTR site or from Microsoft.

2 Actually, on some machines there are always 998 call-backs per second, but they do not arrive at equal
intervals of time.

3 Thislimit depends on the memory of the video card.

* Myors (1999) used a similar procedure involving the autorepeat function of the keyboard. Thisis not
possible with DirectX, since autorepeat codes are filtered out.

> The SD that Myors obtains for the DOS test is nevertheless well below the value of 0.84 reported for
DMDX in Table 1. Thisis perhaps not surprising, since Myors program was extremely simple, and was
designed to do nothing other than time the video retrace, or the interval between keystrokes (but not both at
the sametime). In contrast, DMDX was tested while it was carrying out both of these tasks
simultaneously, and in addition, accessing the hard drive, and assembling the material to be displayed, not
to mention monitoring network traffic. It should also be noted that more recent tests running DMDX under
Windows ME or XP on newer hardware produce SDsthat are very closeto Myors' DOS values.
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